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Abstract
We hypothesize that the next Internet bottleneck will be
shared cache space: when an end-user downloads content
from the Internet, the dominant element that determines the
speed and cost of the transfer will not be limited bandwidth
(shared by multiple flows), but limited cache space (shared
by multiple content providers). If this is true, then cache
allocation should play a role akin to congestion control—
jointly optimize for efficiency and fairness. We ask: Would
fairness across content providers necessarily destroy cache
efficiency? Are there realistic scenarios where fairness is
efficiency-friendly?
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1 Introduction
We (networking people) care about congestion control, be-
cause it solves a quintessential networking problem: there
is a shared network of finite bandwidth; there are its cus-
tomers, the flows, which may demand more bandwidth than
the network can supply; how to allocate the available band-
width to the flows efficiently and fairly? Informally speaking,
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efficiency captures how well the network is used, while fair-
ness captures how evenly the benefits of the network are
distributed among the flows. In the late 90s, Kelly et al.[13] re-
cast fairness as customer-utility optimization: they expressed
the benefit gained by each customer (flow) as a utility func-
tion of the shared resource (bandwidth); and showed that,
when the utility function is logarithmic, proportional fair-
ness among customers emerges naturally from optimizing
aggregate customer utility.

Imagine Internet congestion control that ignores customer
utility and targets only efficiency. It does not make sense—
there exist maximally efficient bandwidth allocations where
some flows receive 0 bandwidth. We (as a community) have
debated what the right fairness metrics are (utility func-
tions) [13, 15, 20]; and whether congestion still occurs in
the wild [27]. However, there is no question that when it
does occur—when multiple network customers contend for
bandwidth—some form of customer utility is an essential
part of the solution [13, 15, 17, 18, 26].
In this paper, we hypothesize that the next Internet bot-

tleneck is shared cache space: when an end-user downloads
content from the Internet, the dominant element that deter-
mines the speed and cost of the transfer is not limited band-
width (shared by multiple flows), but limited cache space
(shared by multiple content providers).

This is not an unreasonable hypothesis: Today, when an
end-user downloads content from the Internet, that typically
comes through a cache located close to the end-user [23]. If
the requested content is in the cache, it may reach the end-
user within a few msec. If not, it needs to be fetched from
an origin server that may be tens or even hundreds of msec
away, potentially through expensive transit links [28]. There
do exist big content providers that maintain their own caches
or buy dedicated cache space from cache operators, however,
we expect that the vast majority of content providers buy
shared caching services (§2). So, cache contention can sig-
nificantly affect content providers: the cost per transferred
content byte, as well as the quality-of-experience (QoE) with
which the end-user views the content [3].

If our hypothesis is true, then cache allocation should be
understood as joint optimization of efficiency and customer
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utility—much like congestion control [13, 15, 17, 18, 26]: there
is a shared cache of finite space; there are its customers, the
content providers, which may demand more cache space
than the cache can supply; how to allocate the available
cache space to the content providers efficiently and fairly?

The reader may question that fairness is relevant to mod-
ern caches, thinking that each content provider gets the
cache space that it pays for. However, we expect that most
content providers today buy a shared-caching plan that
does not guarantee any amount of cache space (§2). Recent
work [3] summarized the situation as follows: Consider two
content providers that supply similar content to audiences
in the same geographical areas; suppose they buy the same
shared-caching plan from the same cache operator; in prin-
ciple, the content provider with more popular objects will
enjoy a higher hit rate—and bigger cache footprint—at the
same or even lower cost per transferred byte.
The reader may still balk at the idea: caches by design

prioritize popular content; how could a cache allocation be
“fair”? Dehghan et al. [8] argued that a given increase in hit
rate may bring different value to different content; and they
elegantly recast fairness across different content as utility
optimization. Since content providers are the natural fairness
actors in a shared cache, we can adjust their logic and cast
fairness across content providers as utility optimization. Thus,
a “fair cache allocation” would assign hit rates to objects so
as to maximize the aggregate utility of content providers.
Today, cache operators ignore content-provider utility.

Their cache allocation typically relies on Least Recently Used
(LRU) [6, 10] or other heuristics that try to increase the ag-
gregate hit rate of the cache [5, 7, 19, 24, 25]. One can view
this as increasing cache efficiency, or increasing the utility
of the cache operator—either way, it ignores the utility of
the content providers.

We ask: if shared caches are the next Internet bottleneck;
and we view cache allocation as joint optimization of cache
efficiency and content-provider utility; does one objective
always destroy the other? Are there realistic scenarios where
fairness is efficiency-friendly?
We make three points: LRU and aggregate hit-rate opti-

mization are only point solutions in a much richer design
space; there exist cache allocations that are nearly as efficient
yet substantially fairer than those achieved with conven-
tional popularity-based algorithms; these efficient-yet-fairer
allocations can be realized by simple online controllers. Bot-
tom line: we argue that modern caches can be fairer to their
customers without sacrificing their efficiency.

2 Context
Consider a content provider that benefits from caching (e.g.,
a streaming service or a social network). When an end-user

requests a piece of content from this content provider, the
request is directed to a user-facing cache, typically located
within or close to the end-user’s ISP [22, 23]. If a request
misses in the user-facing cache, it is typically forwarded
through one or more upper-tier caches before reaching the
origin [1, 2]. The last upper-tier cache before the origin typi-
cally plays the role of “origin shield,” i.e., it protects the origin
from traffic spikes by aggregating lower-tier requests [4, 11].

There exist at least three common scenarios: (a) The con-
tent provider relies on caching and storage infrastructure
that belongs to itself or a parent company (e.g., Meta, YouTube,
Prime Video). (b) The content provider buys caching and stor-
age services from different companies. In this scenario, the
network path between last-tier cache/origin shield and origin
may traverse expensive transit links. (c) The content provider
buys caching and storage services from the same company
(e.g., CloudFront caching and S3 storage from Amazon) [4].

Charging models—for scenarios (b) and (c)—differ but they
have a common base: the content provider pays a fixed fee
per byte requested from the user-facing cache, whether it is
a hit or a miss. In scenario (b), in case of a miss, the cost of
the content bytes transiting from origin to upper-tier cache
(“egress tax”) is typically absorbed by the content provider.
A content provider may also pay for differentiated caching
services, e.g., choosing the location of their origin shield
(can reduce egress tax by improving the hit rate of the origin
shield); and—in the case of one cache operator [2]—dedicated
upper-tier cache space.

In this landscape, we expect that the vast majority of con-
tent providers share common caches and will continue to do
so in the foreseeable future. Dedicated cache deployments
are unlikely to be economically viable for most providers:
demand is fragmented across regions, popularity shifts over
time, and operators multiplex storage across many tenants.
In the rest of the paper, we take it as a given that shared

cacheswill be the “new Internet bottleneck” and look at cache
allocation through this lens. We consider a single-tier cache
shared by a set of content providers. This ignores the po-
tentially significant interplay between lower- and upper-tier
cache behavior. However, it is the right setting for making
the fundamental observations we want to discuss.

3 Efficiency and Fairness
Consider a cache of capacity 𝐶 , shared by a set I of content
providers. Content provider 𝑖 offers a set of objects O𝑖 . Object
𝑜 ∈ O𝑖 has size 𝑠𝑜 and long-run average request rate 𝜆𝑜 at
this cache (i.e., 𝜆𝑜 is the number of requests for 𝑜 divided by
the observation time in the long run). Let content provider
𝑖’s aggregate long-run request volume be Λ𝑖 ≜

∑
𝑜∈O𝑖

𝜆𝑜 .

Now consider a cache allocation where object 𝑜 attains
a long-run hit rate ℎ𝑜 ∈ [0, 1] (i.e., ℎ𝑜 is the fraction of 𝑜’s
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requests that hit). The hit rate of content provider 𝑖 is the
request-weighted average of the hit rates of its objects:

ℎ𝑖 =
∑︁

𝑜∈O𝑖

𝜆𝑜

Λ𝑖

ℎ𝑜 . (1)

Note the impact of content popularity: improving the hit
rate of a heavily requested object contributes more to the
provider-level hit rate than improving the hit rate of a rarely
requested object.
Model. We assume that an object’s long-run hit rate ℎ𝑜

equals the fraction of time it occupies the cache. This as-
sumption links hit rate to cache residency and enables us to
formulate a feasibility constraint in terms of hit rates: we con-
sider a cache allocation feasible when

∑
𝑖∈I

∑
𝑜∈O𝑖

𝑠𝑜ℎ𝑜 ≤ 𝐶 ,
i.e., the average cache footprint fits in the cache. By reasoning
about average—as opposed to instantaneous—footprint, we
abstract away which objects are in the cache at each instant.
Hence, we can perform our analysis without modeling tem-
poral request patterns or committing to any specific cache
replacement policy.

This model can be too strict or too permissive. For instance,
consider two objects, each of size𝐶 , and an allocation giving
them hit rates 70% and 50%. The model rejects this (because
the average footprint exceeds 𝐶), yet if the two objects are
popular during disjoint time intervals, both may attain these
hit rates. Conversely, an allocation of 60% and 40% is feasible
under the model, yet whether the two objects attain these
hit rates depends on how request arrivals interact with the
cache replacement policy.
Nevertheless, this model is useful: It isolates two fun-

damental aspects of popularity—provider request volumes
and within-provider popularity skew—that shape the effi-
ciency/fairness trade-off even in the presence of temporal
request patterns and under diverse cache replacement poli-
cies. We return to the model’s limitations in §4. We introduce
a practical cache replacement policy (that depends on the
model only weakly) in §§5 and 6.

We now consider the following problem: The cache oper-
ator’s obvious objective is efficiency—serve as much traffic
as possible from the cache. What if the cache operator also
wants some notion of fairness across content providers?
Would such an objective always destroy efficiency?

Cache efficiency. Each byte should prevent as many
(expensive) misses as possible. The most general objective
would weigh hits by the cost they avoid. If serving object 𝑜
from the cache instead of the miss path saves 𝜅𝑜 , then the
cache operator wants to maximize

∑
𝑖∈I

∑
𝑜∈O𝑖

𝜆𝑜𝜅𝑜ℎ𝑜 . To
simplify things, suppose that all avoided misses have the
same value for the cache operator. Then cache efficiency is
simply aggregate hit volume:

𝐻tot (h) ≜
∑︁
𝑖∈I

∑︁
𝑜∈O𝑖

𝜆𝑜ℎ𝑜 . (2)

This gives a clean efficiency benchmark: Maximize aggre-
gate hit volume

𝐻★
eff (𝐶) =max

{ℎ𝑜 }

∑︁
𝑖∈I

∑︁
𝑜∈O𝑖

𝜆𝑜ℎ𝑜 (3)

subject to the cache capacity constraint∑︁
𝑖∈I

∑︁
𝑜∈O𝑖

𝑠𝑜ℎ𝑜 ≤ 𝐶, and 0 ≤ ℎ𝑜 ≤ 1.

This is not a claim about what LRU, FIFO, or any partic-
ular replacement policy achieves. It is only the ideal cache
allocation that maximizes aggregate hit volume under the
cache capacity constraint. With equal-size objects, it caches
the most requested objects first.

Content-provider fairness. A cache hit may matter to a
content provider for different reasons. It may improve QoE:
lead to lower startup delay, fewer rebuffering events, fewer
video-bitrate switches, lower page-load time [21]. It may
reduce miss-related cost: lead to fewer origin fetches, less
paid egress, fewer backhaul resources exercised. It may also
improve robustness during overload or flash crowds. Even-
tually, all of this may translate into business value: watch
time, churn, ads, conversions, etc. [9, 14].

We do not model these effects separately. Instead, we sub-
sume all of the provider’s cache-induced benefits into a net-
value function that depends only on the provider’s hit rate:

𝑉𝑖 (ℎ𝑖 ),
and assume that it is non-decreasing in ℎ𝑖 . The functions 𝑉𝑖
may differ across providers: two providers may receive the
same hit rate and value it differently; or they may receive
different hit rates and derive the same value. For example, a
provider whose origin is far away, expensive, or fragile may
value an extra cache hit more than a provider whose miss
path is already cheap and fast.
A fairness rule can now be viewed as specifying how

provider values should be compared or constrained [15, 20].
For example, it may require equal values, bounded value gaps,
minimum values, proportional fairness, max-min fairness, or
something else. Once such a rule selects a particular target
vector, [𝑉★

𝑖 ]𝑖∈I, and the functions𝑉𝑖 are invertible, the target
values imply provider hit-rate targets

ℎ★𝑖 =𝑉 −1
𝑖 (𝑉★

𝑖 ), 𝑖 ∈ I . (4)

Efficiency and fairness. Now let F be the set of all
capacity-feasible allocations, and let Ffair ⊆ F be the sub-
set that also satisfies a chosen fairness rule. Because of the
feasible-set inclusion principle, we have:

max
ℎ∈Ffair

𝐻tot (ℎ) ≤ max
ℎ∈F

𝐻tot (ℎ) = 𝐻★
eff (𝐶).

Informally, adding a fairness constraint cannot improve ef-
ficiency. However, the inequality need not be strict. If an
efficiency-optimal allocation already satisfies the fairness
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rule, then fairness comes for free. And even when fairness
loses against 𝐻★

eff (𝐶), it may still beat a practical cache re-
placement policy (like LRU) that happens to operate far from
the efficiency-optimal benchmark. So: the relevant question
is not whether fairnessmay reduce ideal efficiency—it may—
butwhen the reduction is significant and when it is negligible.

4 When is fairness efficiency-friendly?
A preview of the answer is: whenever the content-provider
target values required by fairness are “aligned” with how
popularity is spread across and within content providers.
Fairness asks for some set of values 𝑉★

𝑖 ; whether the corre-
sponding hit rates ℎ★𝑖 are good or bad for cache efficiency
depends on which content provider receives each value.

This “alignment” is determined in two steps:
First, target hit rateℎ★𝑖 may be on parwith content provider

𝑖’s overall popularity Λ𝑖 or not. The aggregate hit volume
attained by a realized fair target is given from Eqs. (1) and (2):

𝐻fair =
∑︁
𝑖∈I

Λ𝑖ℎ
★
𝑖 , (5)

which means that if provider 𝑖 receives target ℎ★𝑖 , its realized
contribution to aggregate hit volume is Λ𝑖ℎ

★
𝑖 . So, all else be-

ing equal, allocating a high hit-rate target to a large-volume
content provider is better for aggregate hit volume than giv-
ing it to a small-volume provider. Whether this is achieved
or not depends not only on the fairness rule, but also the
shape and heterogeneity of the functions𝑉𝑖 : the fairness rule
chooses values 𝑉★

𝑖 , while 𝑉 −1
𝑖 maps those values to hit rates.

Second, the cache must realize provider-level hit-rate tar-
gets through object-level allocations; even the same target
hit rate ℎ★𝑖 may be cheap or expensive to realize, depend-
ing on how requests are distributed across its objects (i.e.
the popularity skew across its catalogue). For example, two
providers may have the same Λ𝑖 and the same target ℎ★𝑖 , and
therefore contribute the same aggregate hit volume once
their targets are realized. Yet, one may require much less
cache than the other: if its catalog is concentrated, a few
cached objects can deliver most of its hit rate; if its catalog
is flat, many objects are needed.

To capture the latter step precisely, we define 𝐵𝑖 (𝑥) as the
minimum cache footprint needed to give content provider 𝑖
hit rate at least 𝑥 :

𝐵𝑖 (𝑥) ≜ min
{ℎ𝑜 }𝑜∈O𝑖

∑︁
𝑜∈O𝑖

𝑠𝑜ℎ𝑜

subject to
∑

𝑜∈O𝑖

𝜆𝑜
Λ𝑖
ℎ𝑜 ≥ 𝑥, and 0 ≤ ℎ𝑜 ≤ 1.

The structure of 𝐵𝑖 is simple: To minimize footprint while
targeting a given hit rate 𝑥 , the cache should spend bytes on
the objects that increase the provider hit rate the most per
byte. Object 𝑜 contributes 𝜆𝑜/Λ𝑖 to ℎ𝑖 per unit increase in ℎ𝑜 ,
and costs 𝑠𝑜 bytes. Hence, objects should be ordered by 𝜆𝑜

𝑠𝑜Λ𝑖
,

or, equivalently, within a provider, by 𝜆𝑜/𝑠𝑜 . With equal-size
objects, this simply means caching the provider’s objects in
decreasing popularity order.
Eq. (5) may suggest that only the aggregate provider vol-

umes Λ𝑖 matter, but this is true only after the fair target
has been realized. It says nothing about how much cache
was needed to realize that target. That cost appears in the
feasibility condition through 𝐵𝑖 (ℎ★𝑖 ): A target vector [ℎ★𝑖 ]𝑖∈I
can be realized within the cache only when the minimum foot-
prints fit:

∑
𝑖∈I 𝐵𝑖 (ℎ★𝑖 ) ≤ 𝐶. Among allocations that realize

the same targets, using the cache-minimal footprints is the
best case for cache efficiency; any additional footprint spent
to obtain the same ℎ★𝑖 ’s only consumes capacity that could
have served other traffic. Thus, Λ𝑖ℎ

★
𝑖 captures the aggregate-

hit contribution of a realized target, while 𝐵𝑖 (ℎ★𝑖 ) captures
the cache footprint required to obtain that contribution.

Conclusion. Two effects jointly determine whether fair-
ness is efficiency-friendly: fairness is more efficiency-friendly
when the induced hit-rate targets are larger for larger-volume
providers; and when within-provider popularity makes those
targets cheap to realize. These effects can compensate for
one another rather than both being necessary: Sufficiently
concentrated within-provider popularity can offset poor
provider-level alignment. Conversely, even when catalogs
are relatively flat and targets are expensive to realize, fairness
can remain efficiency-friendly if larger-volume providers re-
ceive higher hit-rate targets, so that the cache space spent
on them prevents more misses. Thus, the cost of fairness is
not determined by the fairness rule alone; it depends on the
full chain:

fairness rule ⇒ [𝑉★
𝑖 ] ⇒ [ℎ★𝑖 ] ⇒ [𝐵𝑖 (ℎ★𝑖 )] ⇒ 𝐻fair.

Selecting an operating point. We want to illustrate our
conclusion quantitatively—show that, under realistic assump-
tions, there exist feasible cache allocations that are both fair
and efficient—almost as efficient as the allocations achieved
by LRU. To do that, we need a mechanism for finding such
cache allocations. We pick standard 𝛼-fair utility optimiza-
tion [8, 13, 20] subject to a feasibility constraint, which we
augment with an efficiency term. The exact formulation may
not matter for this submission, but we still state it and define
its parameters, so that the reader knows where the numbers
that we show later come from.

We look for a cache allocation where object 𝑜 has long-run
hit rate ℎ𝑜 , such that:

max
{ℎ𝑜 ∈[0,1] }

∑︁
𝑖∈I

𝑤𝑖𝑢𝛼
(
𝑉𝑖 (ℎ𝑖 )

)
+ 𝛽

∑
𝑖∈I

∑
𝑜∈O𝑖

𝜆𝑜ℎ𝑜∑
𝑖∈I Λ𝑖

(6)

s.t.
∑︁
𝑖∈I

∑︁
𝑜∈O𝑖

𝑠𝑜ℎ𝑜 ≤ 𝐶.
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The first term (before the +) captures fairness. Its parameters
are straightforward:𝑤𝑖 > 0 is a content-provider weight, to
encode contractual priorities or policy choices of the cache
operator (e.g., content providers paying for “premium service”
would receive a higher weight). 𝑢𝛼 (𝑥) is the 𝛼-fair utility
function1, where 𝛼 controls how aggressively to “protect”
content-providers with small net value: 𝛼 = 0 just maximizes
the aggregate net value, 𝛼 = 1 enforces weighted propor-
tional fairness, and larger 𝛼 gives increasingly max-min-like
behavior [8, 13, 15, 20, 26]. The second term captures effi-
ciency2, and 𝛽 controls how much efficiency matters relative
to fairness. Finally, the constraint approximates feasible allo-
cations (the required cache footprints fit in the cache).
There may be other ways to find efficient-yet-fair cache

allocations; we started from this one because it provides a
generalized, tunable fairness objective (via 𝛼), while allowing
efficiency to be incorporated into the same objective function.
In addition, the overall formulation exposes marginal utility
scores that make it suitable for practical caching algorithms,
such as the one we implement in the following sections.

Beyond our steady-state analysis.Amore explicit model
would relate object hit rates to cache occupancy through the
request process and the cache replacement policy. Conse-
quently, the footprint function 𝐵𝑖 (𝑥) would also depend on
request timing, and neither the simple 𝜆𝑜/𝑠𝑜 ordering nor
the average-footprint-based feasibility constraint would gen-
erally suffice to characterize feasible allocations.
These complications do not remove the two effects iden-

tified above. Eqs. (1) and (5) still hold for long-run request
rates and hit rates, regardless of request timing: increasing a
large-volume provider’s hit rate yields more aggregate hits
than the same increase for a small-volume provider. Simi-
larly, improving the hit rate of a popular object contributes
more to its provider’s hit rate than improving that of a less
popular object. Thus, within-provider popularity still affects
how cheaply the targets can be realized, although the re-
quired footprints also depend on request timing and whether
providers need cache space at the same time.

All that said, our practical online controller (§5) reacts to
actual requests and enforces physical cache capacity through
insertions and evictions—not the average-footprint constraint;
it uses the latter only when computing its marginal-utility
score, which serves as a heuristic signal for reacting to each
request. A more explicit model could provide a more informa-
tive score, but exploiting it online would require estimating
temporal request patterns, rather than just average request
rates.

1𝑢𝛼 (𝑥 ) = 𝑥1−𝛼
1−𝛼 if 𝛼 ≠ 1, and 𝑢1 (𝑥 ) = log𝑥 .

2It is the normalized aggregate hit rate 𝐻tot/
∑

𝑖 Λ𝑖 . For a fixed request
workload

∑
𝑖 Λ𝑖 , maximizing this is the same as maximizing 𝐻tot. We use

the normalized term, so that 𝛽 controls a trade-off against a quantity whose
scale does not change with workload size.

Table 1: Summary stats for both cases.
#Prov. #Obj./Prov. Baseline Aggr. Hit Rate Net-value CoV

1000 1

Efficiency Opt. 0.785 2
Efficiency LRU 0.692 0.993
Fairness Opt. 0.200 0
Fairness TTL 0.316 0.118

20 50

Efficiency Opt. 0.754 0.296
Efficiency LRU 0.624 0.344
Fairness Opt. 0.651 0
Fairness TTL 0.642 0.010

Figure 1: Simplest case: Provider net values.

5 A Simple (Bad) Case
Suppose that each provider has only one cacheable object;
all objects have the same size 𝑠; all content providers share
the same increasing and invertible net-value function.

We discuss this case because it is conceptually straightfor-
ward, and it clearly illustrates the challenge—how fairness
can destroy efficiency: Because all content providers share
the same invertible 𝑉 , equal-value fairness implies equal hit-
rate targets. When the distribution of request rates across
objects is skewed (the common case in practice), equal hit
rates unavoidably reduce cache efficiency significantly.

We implement this case in NS3, and compare the efficiency
and fairness of 4 baselines:
(a) Efficiency–optimal: Ignoring fairness, it chooses the

maximally efficient cache allocation. We find it by solving
Eq. (3) using a standard convex solver Clarabel [12].

(b) Fairness–optimal: Chooses the most efficient cache al-
location that also obeys the equal-value fairness rule (where
all content providers have a common long-run hit rate). We
directly compute it from the cache capacity and the number
of providers |I | as follows:

ℎ𝑖 = ℎ★ =min
{
1,

𝐶

(|I|𝑠)

}
, ∀𝑖 ∈ I . (7)

We expect this to yield poor efficiency: In the footprint nota-
tion of §4, since the object- and provider-hit rates coincide,
we get 𝐵𝑖 (ℎ★) = 𝑠ℎ★, ∀𝑖 ∈ I . I.e., the fair allocation spends
the same amount of cache on providers whose contributions
to aggregate hit volume differ in proportion to Λ𝑖 . To be
more efficient, it should have done the opposite: cache first
the most popular providers—the ones with large Λ𝑖—due
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to Eq. (5). Hence, when capacity is scarce and the Λ𝑖 ’s are
heterogeneous, equal-value fairness inevitably loses hits.3
(c) Efficiency–LRU is standard LRU. Unlike the first two

baselines (which compute offline a cache allocation by solv-
ing an equation/optimization problem), this is an imple-
mentable online algorithm: it updates its state (which objects
are in the cache) upon each request arrival. We view it as a
practical approximation of Efficiency–optimal.

(d) Fairness–TTL is an implementable online algorithm that
we designed to approximate Fairness-optimal. It tries to solve
Eq. (6) for 𝛽 = 0, 𝛼 = 1, and𝑤𝑖 = 1 through TTL updates4.
We adapt the standard Lagrangian/primal-dual method of
utility optimization, used in congestion control [13] and TTL
caching [8], to our formulation (Eq. (6)): Upon the arrival of
a request for object 𝑜 ∈ O𝑖 , we compute the marginal utility
score5: Score(𝑜) = 𝑤𝑖𝑢

′
𝛼 (𝑉𝑖 (ℎ𝑖 ))𝑉 ′

𝑖 (ℎ𝑖 )
𝜆𝑜
𝑠𝑜Λ𝑖

+ 𝛽
𝜆𝑜

𝑠𝑜
∑

𝑗 Λ 𝑗
− 𝜇,

where 𝜇 is the shadow price of the Lagrangian method (a
quantity capturing the capacity constraint: it increases when
the occupancy of unexpired objects approaches capacity
and decreases otherwise). Positive score means that increas-
ing object 𝑜’s cache residency improves the objective more
than it costs in cache space—hence 𝑜’s TTL should increase;
negative score means the opposite. For adjusting the TTL
value, we use a lightweight Additive-Increase-Multiplicative-
Decrease (AIMD) rule: if the score is positive we increase
the object’s TTL by 1sec; otherwise we decrease it by 50%.
In our experiments, changing these AIMD constants did not
change the qualitative long-run conclusions; it mainly af-
fected convergence speed and TTL oscillations.

Experiment. 1000 content providers share the same cache,
which can hold only 20% of the overall content; they also
share the simplest net-value function 𝑉 (ℎ) = ℎ (i.e. provider
net values are equal to their hit rates). Each provider has a
single cacheable object; all objects have the same size; Λ𝑖 ’s
follow a Zipf popularity distribution with exponent 𝜁 = 1
and are normalized so that

∑
𝑖 Λ𝑖 = 100 reqs/sec. Objects are

requested by clients using UDP; the requests for each object
𝑖 arrive at the cache as a Poisson process with mean rate
Λ𝑖 (per-object and per-provider request rates coincide here).
Upon each request, the cache serves the object locally on a
hit; on amiss, it fetches it from the origin and then applies the
active insertion/TTL policy. This simplified setup abstracts

3There exist trivial cases where fairness is free—all objects have the same
popularity, or the cache can hold all objects—but we do not discuss those.
4TTL updates indirectly control the cache allocation without requiring
explicit cache partitioning or centralized object placement.We use soft TTLs:
expiry does not immediately evict an object; it may continue to serve hits
until its slot is needed for another insertion. Whenever an insertion needs
space, we evict the earliest-expired resident object, or the least recently
used one if none has expired.
5To compute the score of each object 𝑜 , the controller maintains EWMA-
estimates of 𝜆𝑜 ’s and ℎ𝑖 ’s; we update these estimates upon each request.

Figure 2: Interesting case: Provider net values.

away routing and congestion effects, so that the experiment
isolates the behavior of the cache-allocation policies.
Results. Figure 1 shows the long-run net value (equiva-

lently hit rate) experienced by each content provider; each
curve/color corresponds to a different baseline. For the two
online baselines (Efficiency-LRU and Fairness-TTL) we re-
port steady-state values measured after a warm-up period
in which every object received at least 50 requests. Table 1
summarizes the same run using one efficiency metric, ag-
gregate hit rate, and one fairness metric, the coefficient of
variation (CoV) of provider net values (lower means fairer).

Efficiency–optimal spends the cache on the most popular
content providers: Because the cache can hold only 20% of
the objects, the benchmark gives hit rate 1 to the 200 highest-
request-rate providers and hit rate 0 to the rest, modulo some
rounding/fractional allocation at the boundary. This yields
the maximum aggregate hit rate 𝐻★

eff/
∑

𝑖 Λ𝑖 = 0.785.
Fairness–optimal gives all content providers the same hit-

rate target, ℎ★ = 0.2. By Eq. (5), its normalized aggregate hit
rate is therefore 𝐻fair∑

𝑖 Λ𝑖
= ℎ★ = 0.2, which is 74.5% below the

efficiency benchmark. This loss is not due to the shape of 𝑉 :
if the same invertible𝑉 applies to all content providers, equal
values imply equal hit rates whether 𝑉 is linear, concave, or
convex. It is a direct consequence of the first misalignment:
cache is scarce, yet fairness assigns the same cache footprint
to providers whose request rates Λ𝑖 differ substantially.

Fairness–TTL lands at an intermediate operating point: it
achieves higher aggregate hit rate than the Fairness—optimal,
at the cost of nonzero provider inequality (net value CoV
is 0.118 instead of 0), while still being substantially fairer
than LRU. So, AIMD behaves more like a lightweight online
approximation rather than an exact optimizer.

6 An Interesting (Good) Case
We now consider the same setting as in §5 but this time
assume that each provider has a catalog of multiple objects.
This models a more realistic caching paradigm: Video stream-
ing providers may use the same shared edge cache to serve
the same type of content, and each of them has a large catalog
of videos. All such providers may share the same invertible
value function 𝑉 (ℎ) that maps hit rates to QoE scores (e.g.
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Figure 3: Interesting case: Object hit-rate allocations.

VMAF [16], MOS-style scores, or standardized models such
as ITU-T P.1203/P.1204), and each provider has many objects.
Once providers have multiple objects, the cost of fair-

ness depends not only on provider-level request volumes Λ𝑖 ,
but also on how these volumes are distributed inside each
provider’s catalog. Equal-value fairness again requires equal
provider hit-rate targets. However, unlike the one-object
case, a provider can reach a high hit rate by caching only
the popular prefix of its catalog. This creates an opportu-
nity when popularity within each catalog is skewed: a small
popular prefix can deliver a large fraction of each provider’s
hit rate. Thus the common fair target hit rate can be much
higher than in the one-object case, even under the same total
cache capacity.

Experiment. Consider again the same shared cache, same
net-value function and the same overall number of cacheable
objects as in §5, but the objects belong to 20 providers (50
objects each). The overall request volume is again

∑
𝑖 Λ𝑖 =

100 reqs/sec, distributed as follows: provider-level request
rates Λ𝑖 follow a Zipf popularity distribution with exponent
𝜁 = 1, while object-level request rates within each provider
𝑖’s catalog follow the same Zipf distribution, but normalized
so that

∑
𝑜∈O𝑖

𝜆𝑜 = Λ𝑖 .

We compute the same baselines as in §5, with one differ-
ence: For Fairness–optimal Eq. (7) is not relevant. Instead,
we use the proportionally-fair allocation found by Clara-
bel when solving Eq. (6) for 𝛽 = 0, 𝛼 = 1, and𝑤𝑖 = 1
as an offline oracle. Under this setup, the proportional-fair
solution coincides with the most efficient equal-value fair al-
location (Fairness–optimal). This change should not be read
as the source of the phenomena we observe. The behavior of
Fairness–optimal still follows from the alignments discussed
in §4; the optimization problem is simply the operational
way to compute the most efficient equal-value allocation.

Results. Figure 2 illustrates how popularity skewness
within catalogs makes fairness efficiency-friendly. Fairness–
optimal now equalizes content providers at net-value/hit
rate ℎ★ = 0.651—much higher than in the simple case. This,
in turn, yields a much higher normalized aggregate hit rate

𝐻fair/
∑

𝑖 Λ𝑖 = ℎ★ = 0.651 (Eq. (5)), hence a much smaller
efficiency loss 13.7%. Here, the two effects compensate (§4):
equal hit-rate targets are poorly aligned with the unequal
provider volumes, but concentrated within-provider popu-
larity makes the common target cheap enough that Fairness–
optimal remains competitive with LRU (0.651 vs. 0.624).

This finding is not incidental and can be understood ana-
lytically. Each provider has 50 equally-sized objects with the
same normalized Zipf(1) popularity, and the cache holds 20%
of all objects. Fairness–optimal therefore stores in the cache
only the 10 (i.e. 50 · 20%) most popular objects per provider,
which yields: ℎ★ = (∑10

𝑟=1 1/𝑟 )/(
∑50

𝑟=1 1/𝑟 ) = 0.651. For LRU,
the standard characteristic-time approximation [6, 10] esti-
mates object 𝑜’s hit probability as 1 − 𝑒−𝜆𝑜𝑇𝐶 , where 𝑇𝐶 is
chosen so that

∑
𝑜

(
1 − 𝑒−𝜆𝑜𝑇𝐶

)
= 200, the cache capacity in

objects. This predicts an aggregate hit rate of 0.633, close to
the simulated value 0.624. More generally, in this symmetric-
catalog setting, the fair hit rate depends on within-provider
skew but not on provider-level skew, unlike LRU, whose hit
rate also depends on the latter (via 𝜆𝑜 ). This difference can
allow Fairness-optimal to outperform LRU.
Figure 3 visualizes the same mechanism at the object

level: Fairness–optimal concentrates cache residency on the
popular objects within each provider and produces an al-
location close to Efficiency–optimal, and much closer than
Efficiency–LRU does. Even when all providers have the
same normalized catalog shape (Zipf(1) here), within each
provider, caching the most popular objects already captures a
large fraction of requests; this also explains why the common
hit-rate target was much higher than in the simplest case
for the same cache capacity. More interestingly, Fairness–
TTL not only achieves a better aggregate hit rate (0.642)
than Efficiency–LRU (0.624), but does so with an order of
magnitude lower provider inequality: CoV 0.010 instead of
0.344. This is not unexpected: with Fairness–TTL, popular
providers receive larger shares at first, but as their marginal
gain decreases, capacity shifts toward smaller providers, en-
suring balanced provider net values.
We explored additional cases—object/provider combina-

tions, non-Poisson/bursty requests, concave and/or asym-
metric net-value functions, and TTL-update rules. While
Fairness–TTL’s performance varied with request patterns,
our experiments broadly supported the insight from §4: fa-
vorable popularity alignment can make fairness efficiency-
friendly, allowing it to match or even outperform LRU.

Bottom line: if shared cache space becomes—already is?—a
dominant bottleneck in Internet communication, it makes
sense for caching algorithms to incorporate notions of fair-
ness; cache operators could do this without necessarily com-
promising their efficiency.
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